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1. The Problem of Epistemic Circularity 
In the mid-eighties, I purchased a 1977 Plymouth Fury with a V8 engine. In some ways this 
car was a lot of fun. Alas, it broke down frequently. It was not a reliable car and thus, on 
balance, disappointed. My present car never broke down. Except for regular 
maintenance, there wasn’t a single time I had to bring it to a garage for repair. Unlike my 
erstwhile Plymouth, it has been a reliable car. An argument in defense of this claim could 
be based on the following principle: 

The Track Record Principle (TRP) 
A good track record—over a sufficiently long run and involving a suitably wide 
variety of circumstances—is evidence of reliability.1 

Some clarification is indicated. A good track record is neither necessary nor sufficient for 
reliability.2 First, it is not necessary because my present car already was a reliable car 
when I took it home from the dealer, at which point it did not yet have any track record at 
all. And it would have remained a reliable car had it continued to sit in my garage unused 
for years to come. Second, a good track record is not sufficient for reliability because my 
car’s long history of faultless performance might have been no more than a fantastically 
long run of luck. TRP asserts neither the necessity nor the sufficiency of a good track 
record for reliability. The principle merely asserts that a good track record is evidence for 
the attribution of reliability. Using TRP as a premise, I can defend the reliability of my car 
as follows: 

Car 1: TRP. My car has a good track record. So: My car is reliable. 
Car 1 looks like a good argument.3 If you asked me why I think that my car is reliable, and 
I responded by advancing Car 1, you would probably not accuse me of irrationality. But 
suppose our interest shifts from the reliability of my car to that of my faculties. You ask 
me why I think that, say, my memory is reliable, and I respond by employing the following 
argument, structurally analogous to Car 1: 

Memory 1: (1) TRP. (2) My memory has a good track record. So: (3) My memory 
is reliable. 

Is responding to your query by advancing Memory 1 just as satisfactory as defending the 
reliability of my automobile with Car 1? There is reason to think that it would not be, 
because arguably, unlike Car 1, Memory 1 is an example of circular reasoning. I will return 
to the charge of circularity in due course. First, I briefly elaborate on what I have in mind 
when I claim that one can defend the reliability of one’s memory on the basis of its good 
track record.  

                            
1 See Alston (1989), chapter 3 in (1991), and his (1993). Alston argues that, though we can know our faculties to 
be reliable, we cannot show that they are by way of argument, for any such argument would be infected with 
epistemic circularity. Yet, he accepts TRP. He writes: "Though . . . we cannot identify reliability with a favorable 
track record, such a record in a suitably large and varied spread of cases is the best and most direct evidence 
for reliability." (1993), p. 12. 
2 As Alston has pointed out. See his (1993), p. 8f.  
3 Obviously, the argument is of the non-deductive kind. It is meant to provide inductive, defeasible support for 
its conclusion.  
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What makes a memorial track record a good one? Call memory data the items that 
are stored in one’s memory, and let us distinguish between memorial input—what goes 
into memory—and memorial output—the data memory delivers when one tries to recall 
something. One’s memory can fail to serve in three different ways. First, memorial input 
might be lost. For example, when I fail to pay attention to where I park my car in the 
campus garage, I will not remember it. Second, the access to stored data might be 
temporarily blocked. For example, I might want to come up with the male lead in North 
By Northwest. I remember and know full well it’s James Mason, but all I can think of at 
the moment is Cary Grant. This is not a retention but a delivery failure. Third, sometimes 
memory creates data that do not correspond to actual input. It’s possible to have an 
ostensible memory of something that never happened, as is the case when subjects 
seem to remember that they were abducted and experimented upon by space aliens. 
Fourth, memory can be excessively broad or narrow with regard to the range of what it 
records. Memory should retain neither too much nor too little. I don’t want my mind to 
be cluttered by things I have no interest in remembering. At the same time, I do want my 
memory to record data that are important to me. To sum up, memory failure can come 
about through (i) simple forgetting, (ii) blocked access to what is in fact stored, (iii) 
fabricated memorial content, and (iv) undesirable input selection. Memorial success is to 
be evaluated  in light of these criteria. My memory serves me well if there is not much 
that I forget, I can easily access what I remember, I am not misled by false memories, and 
I remember neither too much nor too little. Memorial performance of that kind, over a 
long run in a wide variety of circumstances, constitutes a good memorial track record.  

What is it to have evidence of a good memorial track record? Such evidence is 
supplied by memory itself. It consists of remembering instances of memorial success and 
the absence of memorial failure.  If you asked me why I think that my memory is reliable, I 
would mention items such as the following. On numerous occasions, I need to recall my 
name, address, telephone number, social security number, passwords, etc. On such 
occasions, my memory serves me well. It also serves me well when it comes to getting 
where I want to go. When I need to drive from my house to my office, the dentist, the 
pharmacy, the grocery store, or the airport, I don’t have to use a GPS. My memory tells 
me how to get there. When, after a day of work on campus I attempt to drive home, I do 
not end up elsewhere in town. Nor do I mistakenly pull up in someone else's drive way. 
Once one gets going telling this kind of story, it’s easy to go on for a long time. When 
one reflects on how much memory contributes to succeeding with the myriad of tasks 
one needs to accomplish during a typical day, there’s virtually no end to the list of 
examples one can come up with.4 This shouldn’t be surprising. A normal person’s 
experience of ordinary life equips that person with a rich body of evidence in support of 
memorial success: evidence to think that in normal conditions we don’t forget what we 

                            
4 In addition to the list of remembered episodes that confirm memorial reliability, there is a second source of 
evidence in support of memorial reliability, supplied by memory itself. We remember that we are not plagued 
by a large number of serious memory failures, in the same we remember all sorts of other things that haven’t 
happened to us, such as winning the lottery, getting arrested by the police, or meeting Clint Eastwood at a 
local bar.   
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need to remember, our access to what we remember is not blocked, we are not plagued 
by false memories, and we remember neither too much nor too little.5    

So, on the face of it, Memory 1 appears to be a reasonable argument. Its first 
premise is exceedingly plausible. Its second premise is supported by a rich body of 
evidence. What, then, might be wrong about concluding that one’s memory is reliable? 
Why should we think that ascribing reliability to one’s memory isn’t as straightforward 
and unproblematic as attributing reliability to one’s car? The problem is that Memory 1 
exhibits a kind of circularity that Car 1 does not seem to instantiate. The second premise 
of Car 1 says that my car has a good track record. The second premise of Memory 1 says 
that my memory has a good track record. In each case, the supporting evidence is 
supplied by my memory. I remember how my car has performed in the past, and I 
remember how my memory has performed in the past. When it comes to my car, this 
seems unproblematic. But when it comes to memory, the situation I’m in is that of having 
to rely on memory itself to evaluate my memory’s past performance. This is a kind of 
circularity that gives rise to concern. Here is what Richard Fumerton has to say on this 
matter: 

You cannot use perception to justify the reliability of perception! You cannot use 
memory to justify the reliability of memory! You cannot use induction to justify 
the reliability of induction! Such attempts . . .  involve blatant, indeed pathetic, 
circularity.6  

William Alston, too, thinks that track record arguments for the reliability of our faculties 
are no good, due to their inescapable circularity. Here is what he says about using track-
record arguments to establish the reliability of sense perception:  

If we try to assess the reliability of sense perception in this way . . . we 
immediately run into a roadblock. How do we determine whether the perceptual 
beliefs in our sample are true? If we do so by taking another look, listen, or 
whatever, we would seem to be presupposing reliability and so to fall into 
circularity . . . The basic point is that any way we have of determining perceivable 
fact in the physical world will depend, sooner or later, on what we learn from 
sense perception.7 

A track record argument for the reliability of sense perception goes like this: 
Sense Perception: (1) TRP. (2) My sense perceptions have a good track record. 
So: (3) They are reliable. 

Alston would say that a defense of the second premise would have to presuppose 
knowledge of the reliability of sense perception. From this he concludes that an 
argument like Sense Perception 1 cannot reasonably be used to support its conclusion. 
Alston’s point applies with equal force to memory. Following his line of reasoning, the 
point would be that a justified attribution of a good track record to one’s memory 
presupposes knowledge of the reliability of one’s memory. Therefore, I cannot use 
Memory 1 to justify belief in the reliability of my memory.  

                            
5 Of course, most people will also remember episodes of memory failure. Sometimes we don’t recall what we 
would like to recall. And sometimes our memory misleads us. But that’s merely evidence indicating that 
memory is less than perfect. It does not warrant the conclusion that, on the whole, memory is unreliable.   
6 Fumerton (1995), p. 177 
7 Alston (1993), p. 13. 
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Alston and Fumerton are representatives of a certain form of skepticism: skepticism 
about the rationality of using track record arguments for defending the reliability of our 
faculties. They base this skepticism on the charge that defending the reliability of our 
faculties using as a premise their apparent good track records involves an unacceptable 
kind of circularity. Alston says that this kind of circularity is   

not the most direct kind of logical circularity. We are not using the proposition 
that sense perception is reliable as one of our premises. Nevertheless, we are 
assuming the reliability of sense perception in using it, or some source(s) 
dependent on it, to generate our premises. If one were to challenge our 
premises and continue the challenge long enough, we would eventually be 
driven to appeal to the reliability of sense perception in defending our right to 
those premises. And if I were to ask myself why I should accept the premises, I 
would, if I pushed the reflection far enough, have to make the claim that sense 
perception is reliable.8 

Alston refers to such circularity as epistemic circularity, since, as he puts it, it “involves a 
commitment to the conclusion as a presupposition of our supposing ourselves to be 
justified in holding the premises.”9 Let us define epistemic circularity accordingly:  

Epistemic Circularity 
An argument, A, is epistemically circular iff it has at least one premise that can be 
justified or defended only by using a further argument, B, that uses A’s 
conclusion as a premise. 

According to Alston, track-record arguments for the reliability of sense perception are 
infected with epistemic circularity: they are bound to have a premise that cannot be 
justified without appealing to the reliability of sense perception. An analogous criticism 
can be made of a track record argument for the reliability of memory.  Consider again: 

Memory 1: (1) TRP. (2) My memory has a good track record. So: (3) My memory 
is reliable. 

To defend premise (2), I need to use memory as a source of knowledge of the past. But 
for memory to be a source of knowledge, it must be reliable. Thus we arrive at the 
following argument:  

Memory 2: (1) Output from a reliable faculty is evidence. (2) My memory is 
reliable. (3) My memory says that my memory has a good track record. So: (4) My 
memory has a good track record. 

If Memory 2 is the only way of defending the second premise of Memory 1, then Memory 
1 is an instance of epistemic circularity. How damaging would that be? According to 
Alston, it would rob Memory 1 of its rational force. Here is what he says on that matter:   

Epistemically circular arguments would seem to be of no force. If we have to 
assume the reliability of [sense perception] in order to suppose ourselves to be 
entitled to the premises [of an argument for the reliability of sense perception], 
how can an argument from those premises, however impeccable its logical 

                            
8 Alston (1993), p. 15.  
9 Ibid.  
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credentials, provide support for [the conclusion that sense perception is 
reliable]?10  

The question at the end of this passage is rhetorical; its intended answer is that such an 
argument cannot provide support for its conclusion. Let us call an argument that 
provides not only logical, but also epistemic support for its conclusion, a cogent 
argument. According to Alston, epistemic circularity is vicious: incompatible with 
cogency. His position adds up to skepticism about the cogency of track-record 
arguments for the reliability of our faculties.  

Such skepticism is puzzling. Appealing to my memory’s good track record certainly 
seems to be a reasonable way of defending my memory’s reliability. It would be rather 
odd if such an appeal would be irrational. Moreover, assuming I cannot use track-record 
evidence to mount a rational defense of my memory’s reliability, why does it seem that I 
can rationally use track-record evidence to defend the reliability of my car? If Memory 1 is 
bad whereas Car 1 is not, what explains the difference? At first glance, it might be 
thought the difference is easily explained: whereas Memory 1 is epistemically circular, 
Car 1 is not. In section 3, I argue that that, contrary to initial appearance, Car 1 is in fact 
infected with epistemic circularity, too. But first, in section 2, I argue that it is indeed 
impossible to defend the reliability of one’s memory without epistemic circularity. In 
section 4, I argue that epistemic circularity not only poses a threat to our ability to justify 
by way of argument any kind of reliability attribution, but also threatens the possibility of 
justified belief and knowledge. In sections 5-8, I will attempt to make a case for the 
conclusion that the epistemic circularity Memory 1 instantiates is benign.   
 
2.  Are Reliabil ity Ascriptions Necessari ly Circular? 
Can I argue for the reliability of my memory without falling into epistemic circularity? 
Suppose I want to defend the reliability of my memory without using evidence acquired 
through using my memory itself. How might I go about it?  

Given that my memory’s reliability manifests itself through successful performance 
over a long run, it is not easy to see how I might succeed with my quest. Suppose I 
consult a neurophysiologist to supply me with evidence of memorial reliability. Most 
likely, she will ask me to report to her how well or poorly my memory has served me in 
the recent past. Given the nature of my quest—to argue for the reliability of my memory 
without relying on evidence supplied by my memory itself—I would have to tell her: 
“Sorry but that’s not the kind of question I want to answer. I want to find out from you 
whether my memory is reliable without relying on my own memory at all.” The 
neurophysiologist might then propose I undergo a brain scan. The idea, she might say, is 
the following: “If the area of your brain where your memory is located shows visual 
characteristic C, that’s evidence to think that your memory is reliable.” I undergo the test 
and the neurophysiologist tells me: “Good news. Characteristic C is clearly present. You 
have a reliable memory. The receptionist will give you my bill.”  

Let’s call this way of finding out whether my memory is reliable Consulting an Expert: 
CEP. The point of using CEP is to aid me in my quest to defend the reliability of my 
memory without using my memory. It would appear CEP is not of much help. At the very 

                            
10 Alston 1993, p. 15f. 
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moment the neurophysiologist tells me about characteristic C, I  am at that moment in 
possession of non-memorial evidence for attributing reliability to my memory. What 
about later moments, though? Seconds later, if I wish to base the defense of my 
memory’s reliability on characteristic C, I need to remember what the expert’s testimony 
was. So, within seconds after acquiring the non-memorial evidence I sought, it will be 
tainted with a contribution by my memory and thus ceases to be what I was seeking. 
More significantly, if the neurophysiologist’s testimony really rises to the level of being 
evidence for the attribution of reliability to my memory, I must have evidence to consider 
the neurophysiologist a reliable expert. How could I be in possession of such evidence 
without relying on my memory? For example, I remember that neurophysiologists 
undergo professional training that makes them reliable sources of information within 
their area of expertise. To succeed with my quest, I must avoid using such evidence to 
defend my reliance on the expert. How might I accomplish this? I might want to ask 
another expert. But then I’m going to run into the same problem.  So it looks like CEP 
does not aid me in my quest.  

This result can be generalized. If I wish to find out whether my memory is reliable 
without using my memory itself, I must rely on some alternative source: sense experience, 
intuition, introspection, or scientific expertise. If I use any of them to defend my claim 
that my memory is reliable, I will run into the challenge of having to defend my reliance 
on that source. Unless at some point I succumb and start using my memory, I am driven 
into a regress that will lead nowhere. What makes this outcome inevitable is that, when 
I’m challenged to defend a premise I rely on, the challenger can always ‘go meta’ and ask 
me, not just for any old reason in support of the premise, but specifically for a reason to 
attribute reliability to the faculty through which I acquire evidence for the premise in 
question.   

To conclude, it’s difficult to see how I can argue for the reliability of my memory 
without using my memory. Hence when it comes to defending the reliability of one’s 
memory, epistemic circularity is inescapable.  
 
3.  Is Car 1 Epistemically Circular? 
Initially, it appears as though  

Car 1: (1) TRP. (2) My car has a good track record. So: (3) My car is reliable. 
does not succumb to epistemic circularity. Memory 1 is circular because to defend the 
ascription of a good track record to my memory, I need to appeal to the reliability of my 
memory. But to defend the ascription of a good track record to my car, I need not appeal 
to the reliability of my car. So defending the second premise of Car 1 does not require 
using the conclusion of Car 1. That’s why initially it looks as though Car 1 is not an 
example of epistemic circularity. Upon closer inspection, this appearance dissipates. 
Suppose someone challenges me to defend the second premise of Car 1, which asserts 
that my car has a good track record. To meet the challenge, I offer: 

Car 2: (1) I remember that my car has a good track record. (2) My memory is 
reliable. So: (3) My car has a good track record. 

Note the second premise. It asserts that my memory is reliable. If I were challenged to 
defend it, I would have to use Memory 1, which, as we have seen, is epistemically circular. 
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So, if epistemic circularity is indeed vicious, the second premise of Car 1 cannot be 
rationally supported.   

Let us distinguish between two ways in which a sequence of arguments can exemplify 
circularity. First, there is the by now familiar sequence exemplified by arguments Memory 
1 and Memory 2: 

The 1-2 Sequence 
Argument 1 Argument 2 
A, B, so: C.  D, C, so: B.  

Here we have circularity because Argument 2 defends the second premise of Argument 1 
by using the conclusion of Argument 1. This is not the only way in which a sequence of 
arguments can be circular. Consider the following sequence: 

The 1-2-3 Sequence 
Argument 1 Argument 2 Argument 3 
A, B, so: C. D, E, so: B.  F, B, so: E.  

The 1-2-3 sequence is epistemically circular not because the conclusion of Argument 1 
recurs as a premise in a later argument; rather, it is epistemically circular because the 
second premise of Argument 1 is defended by a pair of arguments that exemplify the 1-2 
sequence.   

A defense of an argument’s premises can instantiate direct or indirect epistemic 
circularity. The 1-2 sequence is an example of direct epistemic circularity. The 1-2-3 
sequence is an example indirect epistemic circularity. Could it be that Argument 1 in the 
1-2 sequence fails to be cogent due to epistemic circularity, whereas Argument 1 in the 
1-2-3 sequence succeeds in being cogent even though its defense rests on the circular 1-
2 sequence? If epistemic circularity is vicious, I don’t see how it could. If epistemic 
circularity is vicious, then Argument 1 in the 1-2 sequence is not cogent. Since it is not 
cogent, its conclusion remains unsupported. Hence any further argument using as a 
premise the conclusion of Argument 2 also fails to be cogent.  The length of the overall 
sequence is not relevant. Consider, say, a six-argument sequence and suppose the last 
two arguments, 5 and 6, are an instance of direct epistemic circularity. If so, the entire 
sequence suffers from indirect circularity, with the result that the premise of  Argument 1 
the sequence is meant to support remains unsupported. 

Let us turn our attention to Car 1. To defend the second premise, I must use 
Car 2: (1) I remember that my car has a good track record. (2) My memory is 
reliable. So:  (3) My car has a good track record. 

To defend the second premise of Car 2, I must use Memory 1, which requires for its 
defense Memory 2. Thus we get the following, overall sequence:  

S1 Car 1—Car 2—Memory 1—Memory 2,  
which is composed of the sub-sequences 
 S2 Car 1—Car 2   
and 
 S3 Memory 1—Memory 2.   
Since a defense of the arguments in S2 depends on S3, and since S3 is an example of 
direct epistemic circularity, the arguments in S1 instantiate indirect epistemic circularity. 
As a result, the second premise of Car 1 remains unsupported. If epistemic circularity is 
vicious, the attempt to defend my car’s reliability fails.  
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4. Epistemic Circularity and Global Skepticism 
The result reached at the end of the previous section has far-reaching consequences. All 
of our beliefs have their origin in some faculty or other. For any of my beliefs, if I am 
challenged to defend it, I must defend the reliability of the faculty from which it 
originated. Suppose Socrates asks you to go an a walk with him. A few minutes into the 
walk, you say to him: “Look at that beautiful tree over there.” He says: “Why do you think 
it’s a tree?” You respond: “I have a sense experience as though there is a tree over 
there.” Socrates goes meta and asks: “Why do you trust your sense experiences? Do you 
have any reason to consider them reliable?” You offer a track record argument for the 
reliability of your sense experiences. Next, Socrates asks you to defend the premise that 
your sense experiences have a good track record. Unsurprisingly, you say that that is 
something you remember, and Socrates asks you why you think that you can trust your 
memory. Now we are in familiar territory. The conversation between you and Socrates 
started out with Socrates’s request that you defend your belief to be seeing a tree. In 
short order, this challenge pushes you into the corner of having to defend the reliability 
of your memory, which forces you to employ the circular Memory 1-2 sequence. Claiming 
that epistemic circularity is vicious, Socrates triumphantly concludes: “Your attempt to 
defend your claim to be seeing a tree failed.”   

The challenge we just considered can be generalized. Start out with some belief, B, 
acquired by using faculty F. If you defend B by citing evidence supplied by faculty F (say a 
visual experience), Socrates will say that faculty F’s output qualifies as evidence only if F is 
reliable, and thus will challenge you to defend the F’s reliability. If evidence of F’s 
reliability is acquired through using F itself, the game is over. If you say that faculty G 
supplies you with evidence to attribute reliability to F, you will have to defend the 
reliability of faculty G. If your evidence for G’s reliability comes from faculty G itself, the 
game is over once again. If you claim it comes from faculty H, Socrates will repeat his 
challenge once more, and so forth. Since there is only a limited number of faculties 
available, you will soon be led into epistemically circular reasoning. If such reasoning is 
vicious, your defense of belief B fails.  

What we have here is a recipe for a kind of global skepticism.  It’s not—at least not 
yet—skepticism about justified belief or knowledge. Rather it is skepticism about our 
ability to defend, by way of cogent reasoning, any of our beliefs. Let’s call this discursive 
skepticism. The case for discursive skepticism can be summed up as follows:  

Discursive Skepticism 
Consider any belief of yours, B. Premise 1: You cannot succeed in rationally 
defending B against legitimate challenges to its credibility unless you have a 
cogent argument for the reliability of the faculty through which B was acquired. 
Premise 2: If epistemic circularity is vicious, there isn’t a cogent argument for the 
reliability of that faculty.  Conclusion: You cannot defend B against the full range 
of legitimate challenges to its credibility. Since this conclusion follows for any of 
your beliefs, each of your beliefs is open to a legitimate challenge to its 
credibility to which you have no cogent response. 

It might be thought that, while Discursive Skepticism is bad, its badness is limited 
because it does not touch what is arguably more important than our ability to give 
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cogent arguments for our beliefs: justification and knowledge. During your conversation 
with Socrates, it emerged that you could not defend, by way of argument, your belief to 
be looking at a tree. Socrates did not, however, establish that you were not justified in 
believing, or that you did not know, that there was a tree before your. After all, a belief 
can be perfectly justified even if the person holding the belief, for some reason or other, 
is unable to justify it.   

This move can be challenged. Alston has pointed out—I would say rightly—that we 
should distinguish between a belief’s property of being justified and the activity of 
justifying or defending a belief.11 Let us distinguish between the following claims: 

C1 S’s belief, B, can have the property of being justified even if S never 
engaged in the activity of justifying B. 

C2 S’s belief, B, can have the property of being justified even if, for some 
reason or other, S is unable to justify B.  

C3 S’s belief, B, can have the property of being justified even if there does not 
exist any cogent argument S could use in principle to justify B.  

C1 is obviously true. It would be absurd to think that only those of our beliefs are justified 
that we have defended by giving arguments in support of them. Though perhaps less 
obvious than C1, C2 is nevertheless plausible. People who are not trained in 
epistemology will often be at a loss when they are asked to defend by way of argument 
some of their ordinary beliefs. Such inability is a bad basis for claiming that their beliefs 
are unjustified. However, there is a big difference between C1 and C2 on the one hand, 
and C3 on the other. If C3 were true, what justifies a belief and what’s available for 
defending the belief by way of argument could come completely apart. There could then 
be situation in which (a) you have a justified belief even though (b) a cogent argument in 
its defense does not exist.  In such a situation, it would be impossible to defend the 
belief, not because of, say, a lack of training in epistemology, but rather because what 
renders the belief justified is necessarily inaccessible. Suppose it were not necessarily 
inaccessible. You could then discover what makes your belief justified. After discovering 
it, a cogent argument for defending your belief would—at least in principle—be available 
to you. That would be inconsistent with feature (b) of the situation we are considering. 
So, in the situation in question, what justifies you belief is indiscernible. Arguably, this 
entails that, in that situation, although your belief is in fact justified there is nothing you 
could do to find out whether it is justified. Even the most committed externalists should 
feel uneasy about asserting the possibility of such situation. So, C3 does not enjoy the 
same degree of plausibility that attaches to C1 and C2.  For philosophers who consider 
C3 implausible, epistemic circularity poses a threat not only to the ability to justify beliefs 
by way of argument, but indeed a threat to the very possibility of justified belief. Since 
the argument just given can be repeated for knowledge, the threat extends to 
knowledge as well. 
 
5.  The Astrology Argument  
As argued in the previous section, if epistemic circularity is vicious, it is an obstacle not 
only to rational reasoning but even to justification and knowledge. It would be nice, 

                            
11 See Alston (1989), p. 82.  
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therefore, if a plausible case could be made for the conclusion that epistemic circularity is 
benign. In the remainder of this paper, I will explore considerations in favor of just that 
conclusion.  

To begin with, support for the claim that epistemic circularity is benign can be 
generated by rebutting arguments for the claim that epistemic circularity is vicious. Here 
is the one that Fumerton offers:  

If a philosopher starts wondering about the reliability of astrological inference, 
the philosopher will not allow the astrologer to read in the starts the reliability of 
astrology . . . Similarly, if as a philosopher I start wondering whether perceptual 
beliefs are accurate reflections of the way the world really is, I would not dream 
of using perception to resolve my doubt.12  

Fumerton’s argument, when applied to memory instead of sense experience, likens using 
memory to defend the reliability of memory to using astrology to defend the reliability of 
astrology. Let’s refer to this as the Astrology Argument. Applied to cognitive faculties in 
general, it goes as follows: 

(1) Epistemic circularity—using a faculty F to defend to reliability of faculty F—is 
analogous to using astrology to defend the reliability of astrology.  

(2) The latter is bad. 
So:  
(3) Epistemic circularity is bad, i.e., vicious.  

The Astrology Argument suffers from two weaknesses. First, it could be argued that it is 
self-defeating. Suppose epistemic circularity is vicious. If it is, there cannot be a cogent 
argument for the reliability of any of our faculties. This is not a good result for those who 
want to use the Astrology Argument. Let’s refer to them as ‘circularity foes’ (‘foes’ for 
short) and to their opponents as ‘circularity friends’ (‘friends’ for short). If the foes employ 
the Astrology Argument, they must be prepared to defend the argument’s premises. 
Suppose the friends challenge the foes to reveal through which faculty the premises are 
knowable. The foes, we might reasonably suspect, will answer that the premises are 
knowable through a priori intuition. Next, the friends argue that the foes are not entitled 
to these premises unless they can defend the reliability of a priori intuition. Given the 
argument’s conclusion, the foes are now in a bind. If the conclusion is true, there will not 
be any cogent argument the foes can employ in defense of the premises. The argument, 

                            
12 Fumerton, 177. Fumerton puts his rejection of epistemic circularity to service in an objection to reliabilism. He 
argues that, if reliabilism were true, one could employ epistemically circular arguments to acquire knowledge of 
the reliability of one’s faculties. But, since epistemic circularity is bad, this consequence of reliabilism is a serious 
liability. Vogel (2000) pursues this objection as well. Cohen (2002) argues that the problem is more general, 
arising for any foundationalist theory allowing for basic knowledge: knowledge acquired through the use of a 
faculty without prior knowledge of the faculty’s reliability. In his (2006), Bergmann responds to the Fumerton-
Vogel objection to reliabilism. He makes two points. First, epistemically circular arguments for the reliability of 
our faculties are possible on any theory, not just reliabilism. Second, they are not always bad. I agree with 
Bergmann on both counts. However, Bergmann’s defense of epistemic circularity serves the purpose of 
defending externalism against the Fumerton-Vogel objection. Being a registered internalist, my aim in 
defending it is different. First, as I argue in this paper, if epistemic circularity were vicious, a rather destructive 
kind of skepticism would follow. Second, I believe that a faculty is a source of justification only if one has 
evidence of its reliability. See Steup (2004). Such a view is viable only if epistemic circularity is benign. In this 
paper, I do not engage with that second theme.  



 11 

it turns out, is self-defeating. Its conclusion makes a cogent defense of its premises 
impossible.   

Second, the Astrology Argument’s first premise is implausible. According to this 
premise, using memory to defend the reliability of memory is analogous to using 
astrology to defend the reliability of astrology. But there is significant disanalogy here. 
The antecedent evidence (nearly) everybody has discredits astrology as utterly unreliable. 
It’s generally known (at least among those who are reasonably well educated and not 
given to irrationality) that, given the laws of nature, astrology couldn’t possibly be a 
reliable source of information. Relying on a source that’s known to be unreliable is 
foolish, whatever it is used for. It is foolish to seek from such a source information about 
the world, and it is foolish to expect such a source to deliver information about its own 
reliability. So, let’s refer to using astrology to confirm the reliability of astrology as the 
foolish method. Again, the reason why it is foolish is that one’s antecedent evidence 
utterly discredits astrology.13 Not so with memory.  Recall the track-record evidence of 
memorial reliability I described in the first section. If I reflect on how my memory has 
served me in the past, I can easily fill pages with reliability confirming episodes. Hence 
memory and astrology are not at all alike. Fumerton is of course right when he says that 
using astrology to confirm astrology is bad. Friends will argue that the badness of the 
foolish method should not be attributed to circularity but rather to the fact that the 
available evidence discredits astrology to begin with. Since the available evidence does 
not antecedently discredit memory as unreliable but actually confirms its reliability, the 
analogy collapses. Friends, therefore, will reject the first premise of the Astrology 
Argument.  
 
6.  The Witness Argument 
The point of the previous section was that friends can block the Astrology Argument by 
pointing out that, in light of antecedent evidence, the reliability of astrology is in doubt in 
a way in which the reliability of memory is not. To this move, the foes can respond by 
employing an alternative analogy. They could argue that using a faculty to defend its own 
reliability is like asking a witness to testify on behalf of his own trustworthiness. When a 
witness is known to be a reliable, such knowledge is not, and could not be, acquired by 
using testimony about the witness’s reliability provided by the witness himself. Relying on 
such testimony for the sake of determining the witness’s reliability is bad even in a 
situation where our antecedent evidence confirms that the witness is reliable. Let us call 
this argument the Witness Argument and sum it up as follows:  

(1) Epistemic circularity—using a faculty F to defend to reliability of faculty F—is 
analogous to using a witness’s own testimony to defend the reliability of the 
very same witness.  

(2) The latter is always bad. 
So:  
(3) Epistemic circularity is bad, i.e., vicious.  

                            
13 By ‘antecedent’ evidence, I mean evidence that one already has when one starts investigating the reliability of 
a faculty or a method of inquiry.  
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Friends will challenge the second premise. Let Walt be a witness of a hit-and-run 
accident in which a pedestrian was injured by a car. Questioned by the police, Walt 
reports, say, that the color of the car was blue. But is he a reliable witness? Unfortunately, 
the police don’t have any other witnesses against whom they could check Walt’s 
testimony for accuracy. Nor, let us suppose, do they have any other independent means 
of finding out whether Walt is reliable. All they have to go on is Walt’s own testimony. So, 
to evaluate Walt’s trustworthiness, the police employ a psychologist who interviews Walt 
for a considerable time, looking for markers of reliability. Suppose, in the interview, Walt 
testifies as follows: 

(T) I was alert, not tired; sober, not under the influence of alcohol; attentive, 
not distracted; I had a  clear, unobstructed view of the accident; and my 
memory of what happened is clear and distinct, not hazy and lacking in 
detail.   

Let (T) be a gloss of the full testimony elicited during the lengthy interview. Suppose the 
entire body of Walt’s testimony exhibits lots of reliability markers and very little indication 
of unreliability. It is then entirely reasonable of the psychologist to judge that Walt is a 
reliable witness—even though, in arriving at this judgment, testimony supplied by the 
witness himself, namely (T), plays an essential role. 

Friends, therefore, could argue that it is not always bad to use a witness’s testimony 
for the purpose of assessing the witness’s reliability. Sometimes it is; sometimes it is not. 
It is not bad when the testimony coming from the witness provides useful clues for 
assessing the witness’s reliability. But when is it bad? Suppose the psychologist employs 
a different method. To find out whether Walt is reliable, he asks Walt: “Are you a reliable 
witness?” Walt answers: 
 (R) I am a reliable witness.   
If the psychologist were to arrive at the judgment that Walt is reliable solely on the basis 
of (R), that would obviously be bad. It will be useful to have names for the two methods 
we have compared. What is common to both is that a witness’s own testimony is being 
used to assess the same witness’s reliability. In the former case, a verdict of reliability is 
rendered only if the witness’s testimony exhibits markers of reliability. Call this the critical 
method. In the latter case, the verdict of reliability is based solely on the witness’s self-
attribution of reliability. Call this the dogmatic method. Whereas the dogmatic method is 
bad, the critical method is not. Unlike the dogmatic method, the critical method is 
entirely suitable for producing a cogent argument for the conclusion that the witness is 
reliable.14 

So, in response to the witness argument, friends of circularity will argue that, while 
the first premise is correct, the second premise is false. It is not always bad to rely on a 
witness’s own testimony to determine whether that witness is reliable. They will, 
therefore, reject the second premise of the Witness Argument.   

 
  

                            
14 This is just an initial stab at developing a systematic distinction between good and bad epistemic 
circularity. While a full and detailed account of what I have called the critical method, as opposed to 
foolish and dogmatic reasoning, would of course be desirable, developing such an account cannot be 
undertaken within the confines of this paper.   
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7. Why Think that Epistemic Circularity Can Be Benign? 
I have reviewed two arguments for the claim that epistemic circularity is vicious. It turned 
out that neither one is compelling. Next, I will present an argument for the conclusion 
that epistemic circularity is benign. Consider again:  

Memory 1: (1) TRP. (2) My memory has a good track record. So: (3) My memory 
is reliable. 

Suppose we argue that epistemic circularity is benign because Memory 1 is cogent:  
Benignity 
(1) Memory 1 is a cogent argument.  
(2)  If Memory 1 is a cogent argument, then the epistemic circularity Memory 1 

instantiates is benign. 
So: 
(3)  The epistemic circularity Memory 1 instantiates is benign.  

Friends and foes would not dispute the second premise. It is the first premise that incurs 
the argumentative burden. Support for (1) comes from two directions. First, (1) certainly 
seems true. The thought that something is wrong with Memory 1 does not present itself 
easily. It gains traction as we begin to reflect on the circularity with which Memory 1 is 
infected. But even after such reflection, it still seems that (1) is true. We must determine, 
therefore, whether the circularity Memory 1 exhibits is really a reason for saying that (1), 
even though it seems true, is in fact false. Here is an argument for denying that the 
circularity of Memory 1 provides us with such a reason: 

Defense 
(1) If an argument A for the reliability of a source S is epistemically circular, its 

circularity defeats its cogency if only if argument A instantiates feature F.  
(2) Memory 1 does not instantiates feature F.  
So: 
(3) The epistemic circularity of Memory 1 does not defeat the cogency of 

Memory 1.  
If we can find a good candidate for feature F, (2) is false and Memory 1 is in trouble. If, on 
the other hand, no good candidate emerges, (3) is safe and Memory 1 is vindicated. Let 
us look at several candidates for feature F. Suppose Argument A includes a premise 
that’s defended using the foolish method described in section 5: using a discredited 
belief source (such as astrology) to accumulate evidence for the reliability of that source. 
That would indisputably be a bad-making feature. So here we have a first candidate for 
feature F: 

C1 The evidence in support of attributing reliability comes solely from a 
source the antecedently available evidence discredits as unreliable.  

My antecedently available evidence does not discredit the reliability of my memory. So 
Memory 1 does not instantiate feature F if feature F is identified with C1. Premise (1) of 
Benignity remains safe. 

Next, consider the dogmatic method described in the previous section. It provides 
us with another good candidate for feature F: 

C2 The sole piece of evidence in support of attributing reliability to source S 
is source S’s assertion that it is reliable.   
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When I use memory to find out whether my memory has a good track record, I’m not 
employing the dogmatic method. Rather, what I am doing is similar to what the 
psychologist is doing when he checks Walt’s testimony for reliability markers. When I use 
my memory to reflect on my memory’s track record, I am looking for memories of 
instances of memorial success and instances of memorial failure. These memories 
themselves can be checked for markers of reliability. Suppose I clearly, vividly, and 
distinctly remember a multitude of instances in which my memory served me well. The 
clearness, vividness, and distinctness of these memories are markers of reliability. It is 
not, therefore, irrational of me to use these memories of memorial success as evidence of 
a good track record. So, when I employ Memory 1 to make a case for the reliability of my 
memory, I am not like a reasoner who employs the dogmatic method. Rather, I am more 
like the psychologist who examines Walt’s testimony to figure out whether Walt is a 
reliable witness. In conclude that Memory 1 does not instantiate feature F if that feature 
is identified with C2. 

Foes might suggest another candidate for feature F. Whatever evidence I employ to 
make a case for my memory’s reliability comes from memory itself. So: 

C3 All of the evidence in support of attributing reliability to source S is 
generated by source S itself.  

Although C3 might be bad, it does not apply to Memory 1. Memory does not generate 
evidence; it retains evidence that’s acquired through other sources: sense experience, 
introspection, and reasoning. For example, on Friday night I think I remember where I 
parked my car. Arriving where I think it should be, I see that my car is there. Sense 
experience confirms that my memory was correct. On Saturday morning, I clearly and 
distinctly remember this episode. This bit of evidence was generated not by my memory 
but by a sense experience I had. Memory merely stores or retains this evidence, thus 
keeping me in possession of it. Additional evidence for memorial reliability can be 
generated by reasoning and scientific investigation. Once I acquire such evidence, 
memory merely stores it. It is false, therefore, that the evidence used for confirming the 
reliability of memory is generated by memory itself. So, if we identify feature F with C3, 
premise (1) of Benignity remains safe again.  

Let’s consider one final candidate for feature F. Acknowledging the point made in 
the previous paragraph, foes might claim that the necessity of memorial retention is a 
bad-making feature:  

C4 All of the evidence in support of attributing reliability to source S is 
retained only through source S itself.  

C4 is not a good candidate for feature F. If we identify feature F with C4, Memory 1 does 
exhibit feature F. Alas, it is not at all clear why that should be a bad. Sense experience, 
introspection, and scientific investigation can all be used to check one’s memory for 
markers of reliability. If such markers are present, it is unclear why it should be bad to 
base the attribution of reliability to one’s memory on memorial track record evidence just 
because that evidence cannot be retained without using memory itself. Consider again 
the psychologist who assesses the reliability of witness Walt. It would be quite 
implausible to argue that the psychologist’s assessment lacks cogency just because it 
uses testimony that’s coming from Walt himself. Likewise, given that I can check the 
deliverances of my memory for reliability markers, there is no force to the objection that I 
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can’t assess my memory’s reliability just because the material I need for such an 
assessment is retained through memory itself.  

I have considered four candidates for feature F. The first three are bad, but they 
don’t apply to Memory 1. The fourth does apply to Memory 1, but there is no good 
reason to think it is bad.  So premise (1) of Benignity is plausible. Conceivably, opponents 
of epistemic circularity will propose a better candidate for feature F. Until then, there 
remains a fairly strong case for the conclusion that the epistemic circularity of Memory 1 
is benign and thus does not undermine its cogency.  

 
8.  Bootstrapping: Good and Bad  
Let us refer to using a belief source to confirm the reliability of that same source as 
bootstrapping.15 There are as many forms of bootstrapping as there are belief sources. 
The question is: Is bootstrapping and the epistemic circularity that comes with it always 
bad, or only in some cases? Initially, it might seem that bootstrapping is always bad. It 
will seem that way when we take as paradigms of bootstrapping bad methods such as 
using astrology to confirm the reliability of astrology, or judging a witness reliable only 
because the witness says he is. Examples like these initially indict bootstrapping as a 
method.16 However, the case against bootstrapping in general loses its force once we 
consider the following. First, the badness of using astrology to confirm astrology might 
be attributable, not to the circularity involved, but to the known unreliability of astrology. 
Is it really obvious that, in a possible world rife with evidence of for considering astrology 
to be highly reliable, it would be bad to use astrology to confirm astrology’s reliability? 
Second, it is not always bad to use a witness’s testimony as evidence to assess that 
witness’s reliability. What’s indisputably bad is to base the reliability attribution on 
nothing but the witness’s sole claim that he is reliable. From the fact that that would be 
bad, it does not follow that a witness’s total body of testimony can’t be used for 
assessing the witness’s reliability. Once we reflect on these matters, it seems less clear, if 
not outright implausible, that bootstrapping is always bad. 

                            
15 In his (2012), p. 598, Jonathan Weisberg defines bootstrapping as a “suspicious form of reasoning that verifies 
a source’s reliability by checking the source against itself.” Though it would be interesting to examine the 
precise relation between epistemically circular reasoning and bootstrapping, it seems prima facie plausible to 
equate the two. In his (2010), Weisberg proposes a candidate for feature F by virtue of which bootstrapping is 
bad: “It involves an abuse of inductive reasoning akin to generalizing from a small or biased sample.” (p. 526) 
Such an abuse is in violation of what Weisberg calls the ‘No Feedback Rule’. (See pp. 533-37) Weisberg’s 
proposal strikes me as promising attempt at capturing the difference between good and bad bootstrapping. 
While No Feedback forbids, I take it, both foolish and dogmatic bootstrapping, it permits using memory to 
confirm the reliability of memory, or sense experience to confirm the reliability of sense experience. 
Considering the objection that the No Feedback blocks knowledge of the reliability of our faculties, Weisberg 
responds: “No Feedback does not endanger such knowledge; it does not entail, for example, that we cannot 
use the deliverances of our senses to evaluate their reliability. As long as the facts about what our various 
senses are saying do, by themselves, make it probable that our senses are reliable, No Feedback will not 
prevent us from finding out.” (p. 538f) Weisberg’s proposal may, therefore, be seen as a way of allowing for 
benign forms of epistemically circular reasoning. For a critical discussion of Weisberg (2010), see Douven and 
Kelp (2013). For Weisberg’s response to Douven and Kelp, see section 2.4 in Weisberg (2012).  
16 For alternative (or perhaps additional) explanations of why bootstrapping/epistemic circularity might seem 
bad, see Bergmann (2006), pp. 197-206. 
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Nevertheless, initially it seems—or at least might seem to some—that bootstrapping 
is always bad. But initially it also seems that arguments like Car 1 and Memory 1 are 
cogent. One of these seemings must be misleading. Which seeming should we reject? 
Compare the following two views: 

1st View 
Bootstrapping is sometimes bad, sometimes not. It is bad when it is foolish or 
dogmatic. But it isn’t bad when done critically, that is, when done while avoiding 
foolish or dogmatic or some similarly defective way of reasoning.17  
2nd View  
Bootstrapping is always bad, however it is carried out in a particular case. 

Let’s compare the costs and benefits of each view. If the first view is true, the initial 
seeming that bootstrapping is always bad must be rejected as misleading. That’s not a 
painful adjustment, given that we can still reject foolish and dogmatic bootstrapping as 
bad. Moreover, we can retain the initial seeming that Car 1 and Memory 1 are cogent 
arguments. Finally, we avoid skepticism about our ability to defend our beliefs with 
cogent arguments, which poses a threat to justification and knowledge as well. If, on the 
other hand, the second view is true, the sole benefit is that we can retain the initial 
seeming that bootstrapping is always bad. The costs to be paid for this benefit are high: 
We need to reject as misleading the seeming that Car 1 and Memory 1 are cogent 
arguments, and we must accept skepticism about cogent reasoning with its concomitant 
threat to justification and knowledge.   

The second view is obviously bleak. More importantly, it is implausible. 
Bootstrapping can be done without employing foolish or dogmatic reasoning. When 
done that way, what we have is a form of reasoning that seems cogent to begin with and 
stands undefeated after close examination. Whether the second view has merit is, 
therefore, very much in doubt. Compared with it, the first view strikes me as the clear 
winner.18 
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